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Abstract. This paper presents a method to localize street-level objects
in 3D from images of an urban area. Our method processes 3D sparse
point clouds reconstructed from multi-view images and leverages 2D instance segmentation to find all objects within the scene and to generate
for each object the corresponding cluster of 3D points and matched 2D
detections. The proposed approach is robust to changes in image sizes,
viewpoint changes, and changes in the object’s appearance across different views. We validate our approach on challenging street-level crowdsourced images from the Mapillary platform, showing a significant improvement in the mean average precision of object localization for the
available Mapillary annotations. These results showcase our method’s
effectiveness in localizing objects in 3D, which could potentially be used
in applications such as high-definition map generation of urban environments. The code is publicly available.3
Keywords: Street-level Objects · Point-cloud · Mapillary · Localization.

1

Introduction

The detection of common objects within an urban area from a set of noisy crowdsourced images has a wide range of interesting applications, such as making better maps, creating a safer traffic environment, visualizing places and stories, and
the municipal management [2, 18]. Nowadays, for many cities there is an abundance of publicly available, crowd-sourced images [2, 3] captured with consumer
cameras, and modern state-of-the-art 2D object detectors [5] can easily detect
common objects (e.g. traffic signs, benches, ...). At the same time, these images
can be used to create sparse 3D points by employing structure from motion
(SfM) pipelines [27]. We aim to leverage these two sources of information, combining SfM sparse point clouds with instance segmentation to accurately localize
3
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A scene having multiple objects

Fig. 1: A scene from Porto Antico (Genoa). We show how detections of common urban objects can be matched across different views. An example of
how our method works. The images used in this figure are from Mapillary
(https://www.mapillary.com/).

the objects present in a scene, and to match 2D instances of the same object
across views, as shown in Fig. 1.
While some prior works have attempted a similar process, they focus on a
specific class of objects either trees or traffic signs, exploit temporal constraints
by using a set of sequential frames, or require limited changes in viewpoint
across images, meaning they have limited applicability. These works exploit existing GPS measurements to localise objects, as the GPS localisation is known
to be inaccurate [12–14, 16, 18, 19, 29, 33]. The task of localizing and matching from crowd-sourced images faces many challenges: for example, the images
are captured in different illumination conditions (even day/night), using different devices (different camera models and intrinsics, different resolution), and
of different levels of quality (blurred images). Moreover, urban settings present
challenges of their own, like the presence of multiple objects of the same class
in the same scene, high variability in object scale, and a lot of occlusions due
to moving objects (cars, pedestrians). Our method uses the 3D sparse points
instead of GPS position while localizing objects in a scene, which handles these
challenges robustly.
Recently, a massive amount of street-level views are available everywhere by
Mapillary [2] (a company that provides services based on crowd-sourced images).
We use our method to process from small to large-scale scenes based on streetlevel views and to localize static objects given image-level instance segmentation
provided by Mapillary. We choose static street-level objects, for example, traffic
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signs, traffic lights, street lights, benches, manholes, trash cans, poles, etc, whose
2D detections are provided by Mapillary.
Our approach follows three main steps, (i) pre-processing, (ii) object localization via clustering, (iii) 2D detections matching. In the preprocessing step,
we select all Mapillary images available for a given area, generate sparse point
clouds using Colmap [27], and extract all instances belonging to the chosen object classes. In the second step, we select only the 3D point cloud elements whose
projection on the 2D images lies within the selected instances. Applying densitybased clustering on the scene at hand, we obtain 3D clusters representing the
location of objects in the scene. In the last step, we use these clusters to match
the 2D instances associated to the same 3D object.
Our contributions are the following:
– Formation of a multi-view 3D objects localization pipeline that uses 3D
sparse reconstruction by colmap [27] and instance segmentation available
with images to localize objects in a given scene.
– Evaluation of the proposed method on the challenging Mapillary street-level
scenes formed using Mapillary Python SDK [1] and comparison against the
Mapillary method of objects derived from multiple detections in multiple
images.
– Manual 3D object annotation of 2 scenes. Since there is no method available
that detects enough classes of street-level objects in SfM sparse point clouds,
hence, we annotate two Mapillary scenes (small and large) in Blender [6].

2

Related Work

Our work is related to different research domains in computer vision, such as
street objects detection and localization, structure from motion with objects, and
3D object detection in SfM point cloud. Briefly, we highlight the most relevant
research in this section.
Street objects localization and matching: A related topic is finding the
refined geo-location of objects within an area using multi-view detections. For
example, Wegner et al. in [7, 29] propose a method based on the conditional
random field to geo-locate trees detected in image sequences for surveying purposes. Zhang et al. [34] geo-locate poles using modified brute-force line-of-bearing
approach. Other works instead match the objects back in images after refined
geo-locations [8,15,18,36]. Localizing objects from small to large scenes containing the same class of multiple objects is a challenging task, hence, we localize the
objects by finding enough 3D points in the scene. It provides robustness while
matching back the 2D detections as well.
Structure from motion with objects: Another related field of work is
structure from motion with objects (SfMO); particularly deep neural networkbased approaches expect a large amount of training and testing data, and our
method is a good fit for this. For example, instead of key points matches in the
structure from motion, the use of object representation is more robust to face
challenges such as handling noise, different illumination changes, or views having
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less co-visibility. Initially, [9] proposed SfMO and shows simultaneous recovery
of camera poses and 3D occupancy of objects as ellipsoids using 2D detections
and matched feature points. Later works [11, 20, 30] follow similar approaches to
estimate cuboids or ellipsoids using only 2D bounding boxes produced by typical
object detection approaches such as [17, 25, 26].
3D Object Detection: The field most closely linked to our work is 3D object detections, and we highlight here the main contributions. Ahmed et al. in [4]
proposes 3D object detection in point clouds using density based clustering. The
PointNet [23], PointNet++ [24], VoteNet [22], H3DNet [35] are famous for their
feature-learning based approaches and ImVoteNet [21] proposes a multi-modal
approach i.e. lifting features from 2D to 3D to boost 3D detection. CenterPoint [31] proposes a center-based representation for 3D object detection and
tracking. Pseudo-LiDAR [28, 32] based methods produce a virtual point cloud
from RGB images with noisy stereo depth estimates. In contrast to the methods mentioned above, our work uses SfM created sparse point clouds to localize
objects in the scene.

3

Method

In this section, we describe each step of our method. In the first step, we create
sparse point clouds from the multi-views images and extract the desired instances
from those images. In the second step, we find objects’ locations in 3D, in other
words, the task of objects localization by clustering 3D points in the scene. In
the last step, we use localized objects to perform 2D matching. Fig. 2 shows our
complete proposed approach step by step and the subsequent sections contain
the detail of each step.
Pre-processing: We consider only the static objects available in the multiple images such as benches, street lights, poles, traffic signs, or manholes. Mapillary [2] provides instance segmentation for each image, or can also be acquired
by an off-the-shelf 2D object detector, e.g. (YOLOv5 [5]). We extract the relevant instance segmentations as polygons G for all images, and compute their
2D bounding boxes B by looking for the smallest axis-aligned bounding box enclosing all vertices. We then use Colmap [27] to generate a sparse point-cloud
reconstruction of the scene; we use Colmap as it is the gold standard for large
scene SfM. The 3D points, camera poses, and 3D-2D association computed by
colmap are accurate enough for the next step of our purposed method.
Find Objects in 3D: For the given scene S, we have a set of 3D points P =
{Pi | i = 1, . . . , n}, a set of images I = {Ij | j = 1, . . . , m},] and a set of 3D to
2D associations A = {Aij | ij = 1, . . . , n × m} representing where 3D point i is
observed on image j. Moreover, we have G or B as well. We then want to segment
the scene in a set of semantically meaningful objects O = {Ok | k = 1, . . . , r}.
We start by selecting scene elements whose 2D projection onto the image
plane via operator Π lie within the available boundaries of polygons i.e. for each
image j we select the only 3D points from P whose Aij = ΠPi is with in the
selected polygons.
P̂ = {Pi : Pi ∈ P & ΠPi ∈ G} .
(1)
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Fig. 2: Method: given multiple images of a scene with instance segmentation,
generate a sparse reconstruction via SfM and select the desired instance (Step1).
Leverage 3D-2D association, select the 3D points within the boundary of each
instance, apply SOR to remove isolated points. Apply DBSCAN [10] on the
scene at hand and get 3D object locations (Step 2). Use clusters to matched
the 2D detection (Step 3). The images used in this figure are from Mapillary
(https://www.mapillary.com/).

While selecting the 3D points (associated 3D points to a polygon) from P, we
also apply statistical outlier removal (SOR) to remove far/noisy 3D points selected because of image segmentation errors. We then represent as P̂ the union
of all refined 3D points from all polygons. This allows to significantly reduce the
size of the point cloud, keeping only the points relevant for the task at hand. Despite this first screening process, the point cloud still has some noisy 3D points.
Moreover, we do not know a priori the total number r of objects present in the
scene. Therefore, we use an unsupervised scanning method: the density-based
scanning approach DBSCAN [10], for which we provide pseudocode in Algorithm 1. This algorithm depends on two hyperparameters: the minimum density
of 3D points per object cluster ρ, and a nearest-neighbor maximal distance .
Since the locations wherever objects are present in P̂ are highly denser than the
rest part, we keep the default hyperparameter values of DBSCAN that works
best to cluster 3D points as an object in our case. This process results in an initial cloud segmentation, that we then refine and get O after discarding objects
that are either not associated with any 2D detection (it happens when a cluster
formed on noisy points) or if any cluster has less than 2 points.
Matching 2D Detections: For each object in O, we check the intersection with 3D point sets associated with polygons. If overlap occurs at-least 50%,
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Algorithm 1: DBSCAN algorithm
Input: P, ρ, 
Output: Segmentation of P
cluster id = 0;
for P ∈ P do
if label(P ) not None then
continue
else
N = {N | N ∈ P & dist(N, P ) < }
if density(N ) < ρ then
label(P ) =Noise
continue
cluster id += 1
label(P ) =cluster id
for N ∈ N do
if label(N ) is Noise then
label(N ) = cluster id
M = {M | M ∈ P & dist(M, N ) < }
if density(M) ≥ ρ then
N += M

we consider both as the same object and assign Ok object’s label to the corresponding polygon. We then consider matched all instance segmentation polygons
associated to the same 3D point cluster.

4

Experiments

We check how our method performs computationally and qualitatively by running on several small and large-scale scenes, based on Mapillary street-level
images from various European cities (Barcelona, Berlin, Lisbon, Paris, Genoa,
Trondheim, Vienna). We choose these areas based on a higher density of images
in the region and use the latest release of Mapillary Python SDK [1] to download
images and metadata. Fig. 3 shows an example of an area of a 50-meter radius
and an image from that area showing instance segmentation. Fig. 4a shows the
P̂ sparse scene just before clustering, and the Fig. 4b shows the DBSCAN-based
sparse point cloud clustering. Fig. 5 contains some examples of localized objects
that appeared into multiple 2D detections, and it shows how objects with very
high differences in scale, viewpoint, or even texture are still matched as the same
object. Qualitatively, it shows promising results considering the challenges we
are concerned about. In the case when objects are very close and due to considerable noisy points, DBSCAN clusters them as one object, it becomes so hard
to distinguish in the matching step, as shown in Fig. 6.
We randomly selected 22 scenes (small and large) from the cities mentioned
above and observe the processing time (except colmap) between 30 to 200 sec
depending on the size of the scene. We run our proposed pipeline on a single
NVIDIA GeForce GTX 1180 GPU. Extensive visualization of each step while
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Fig. 3: Left: An area of radius 50 m in Porto Antico, Genoa. Magenta dots represent the images locations. Right: An image from scene showing selected instances.
The image in this figure is taken from Mapillary (https://www.mapillary.com/).

(a)

(b)

Fig. 4: A scene from Porto Antico, Genova.(a) represent 3D scene after refined
point-cloud, (b) represent 3D clusters as objects after employing DBSCAN.

processing a scene and further details about the considered scenes is available in
the supplementary material.
Evaluation and Comparison: We evaluate our method on the scenes covering enough object classes either in a small or in a large scene. To do so, we
first must produce ground-truth (GT) 3D object detection. We do this by manual annotation using Blender [6] to draw 3D bounding boxes in the sparse 3D
reconstruction of Porto Antico, Genoa, and Marxergasse, Vienna. Note that we
annotate only the instances and give the class labels available in Mapillary, and
these objects have been localized by Mapillary baseline [1] as well, where only
2D matches are available. Our total numbers of 3D GTs and detected clusters
are 52 and 82, 133 and 203, in Porto Antico and Marxergasse, respectively. First,
we check the 3D intersection over union (IOU) between the GT 3D bounding
boxes and the bounding boxes of our clusters. From this, we compute true positives (TP), false positives (FP), and false negatives (FN) rations. We finally
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(a)

Vienna. Examples of localized advertisement(19), streetlight(26) and traffic signs(62)(3)

(b)

(c)

Genoa Porto Antico. Some examples of localized bench (8) and manhole (32)

Genoa Largo XII Ottobre. Some example of localized advertisement (10) and support pole (34)

Fig. 5: Three different scenes to show how our method forms very well in localization in
the scene that instance can be matched even with changed texture and size, or different
light conditions, or even challenging camera viewpoints. The images used in this figure
are from Mapillary (https://www.mapillary.com/).
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Fig. 6: It is an example when our method fails to label the object correctly. It happens for the instances very close to each where their 3D
points sufficiently overlap. The images used in this figure are from Mapillary
(https://www.mapillary.com/).

Fig. 7: In the first and second row, correctly projected GT 3D boxes (in green
color) and matched 2D detection (in blue color) after localized objects by our
method has been plotted together. The third row shows an unintended localized
object, this happens because of the wrong image instance’s label. The images
used in this figure are from Mapillary (https://www.mapillary.com/).

compute the precision and recall, as a measure of how correct the algorithm is
when localizing objects in 3D.
We then project these 3D annotations on the images, to provide 2D GT instances for each object. Fig. 7 shows examples of projected GT boxes and 2D
boxes of localized objects by our method together, also an example of when an
unintended object can appear in evaluation. Having obtained GT 2D annotations, we proceed to evaluate our model’s performances, where we measure the
mean average precision (mAP) on the 2D matches using 2D GT instances. We
compare against Mapillary’s baseline of objects derived from multiple detections
in multiple images [1] (the object localization method used by Mapillary). This
comparison with numerical values reported in Tab. 1, showed a substantial mean
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Table 1: Performance evaluation and comparison with Mapillary’s method of
objects derived from multiple detections in multiple images [1]
Genoa (Porto Antico)

Overall

Ours(3D)
(prec, rec)
0.57, 0.90

Classes
benches
street lights
trash cans
manholes
catch-basin
traffic signs
poles
traffic lights

1.00, 1.00
0.70, 1.00
0.50, 1.00
0.30, 0.40
0.50, 0.80
0.44, 0.66
0.35, 0.87
-

Vienna (Marxergasse)
Ours(2D) Mapillary(2D)
mAP
mAP
0.54
0.23
0.60
1.00
0.60
0.30
0.40
0.40
0.47
-

0.31
0.33
0.05
0.43
0.05
0.39
0.05
-

Ours(3D)
(prec, rec)
0.36, 0.55
0.30, 1.00
0.43, 0.50
0.10, 0.40
0.31, 0.33

Ours(2D) Mapillary(2D)
mAP
mAP
0.61
0.17
0.91
0.6
0.51
0.42

0.05
0.45
0.05
0.17

average precision improvement, both at class level and overall. It shows how our
method performs better than the latest available localization method.

5

Conclusions and Future Directions

Exploring a scene to localize and match objects identified via instance segmentation given crowd-sourced images is a very challenging task. The crowd-sourced
images are acquired using various devices (i.e., different camera models, type of
lenses, intrinsics, user’s proficiency) over a large time scale (i.e. different levels
of illumination, different times of day, different seasons, human-made changes),
which make recognizing the same instance across multiple images difficult. We
show how leveraging SfM 3D information helps in localizing objects in 3D. Our
method pre-processes a sparse point cloud, obtained from standard SfM techniques, to get a reduced 3D scene element where DBSCAN clusters the 3D points
belonging to objects. We use these clusters to match the 2D instance detections,
and experimentally validate on two urban scenes the accuracy of our results,
comparing them against one baseline approach.
The main limitations of our approach are the following. It works offline, which
means it depends on sparse reconstruction by Colmap [27]. It does not care about
the appearance of an object while matching the 2D detection, which is good as
well because we want to localize even if an object changes its appearance. This
leads to the jump of the label to a very nearby object in some cases, such as
very close and small signs on one pole.
We anticipate that this method will be a baseline in generating a large amount
of ground-truth data for deep learning models, developing the cities, advancing
urban planning, or autonomous driving.
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